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While long the subject of speculative and science 
fiction, artificial intelligence (“AI”) catapulted 
to the forefront of popular culture in November 

2022 with the launch of ChatGPT. Since then, AI has 
become, if not omnipresent, then at least one of the 
most discussed subjects in modern society. Companies 
continue to push AI into more and more areas of our 
lives, or at least to offer us the option to integrate AI 
into many of our everyday tasks. The healthcare indus-
try is no exception. Yet many people, both in health care 
and in society more generally, do not have a full under-
standing of what AI actually is, what it is capable of, and 
most importantly what risks its use actually poses. This 
article explores how AI actually functions, how it is cur-
rently being used in the healthcare industry and might 
be used in the future, and the potential legal risks sur-
rounding use of AI within healthcare.

Before one can effectively assess the risks involved 
in the use of AI, it is essential to understand what AI is 
and how it functions. Much of the discussion surround-
ing AI is obscured by buzzwords and jargon which may 
lead one to believe that AI is both more capable and 
more useful than it may be, or at least that AI can be 
used reliably for a broader range of applications, when 
its actual utility may be more limited. This article will 
explain several of these terms.

Artificial intelligence today uses what is referred to 
as “machine learning” to function. Essentially, “machine 
learning” is a way to more effectively automate the pro-
gramming of software. It is best understood in compari-
son to traditional methods of software function. In a 
traditional setting, the human user must fully program 
the software, writing the code themselves. In a “machine 
learning” setting, the human user selects an algorithm 
for the software, and then may or may not intervene as 
the software is programmed via automation.

To put this in less abstract terms, consider one’s 
experience playing music. In a traditional setting, a 
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user with a device capable of playing 
music must add songs to the device, and 
then must program their own playlist. 
The music player, running on traditional 
software, will only play the songs the user 
has selected; it will never deviate from 
that list. At most, if the user selects some 
“random play” function, the software will 
only play songs from the entire universe 
of songs the user has selected, albeit in an 
order determined by the software.

A “machine learning” setting is closer 
to the experience of using a streaming 
service to play music. The user selects 
the service, and may provide an initial 
prompt (e.g., selecting a song or artist or 
album), and the software will then play 
music either from the specific selection, 
or which is similar to the selection. Over 
time, the user may indicate which songs 
they like and which they don’t, prompting 
the software to play more music similar 
to what the user has liked, and less music 
similar to what the user has disliked.

The streaming software has either been 
programmed by human users to recognize 
certain common factors in music (e.g., 
instrumentation, beat, vocal style, genre, 
etc.), or has developed its own patterns 
to find common (and distinguishing) fea-
tures within the songs. The key distinc-
tion between the traditional and “machine 
learning” software is the degree of user 
input vs. the software’s own automation.

Machine learning is either supervised 
or unsupervised. Supervised machine 
learning means that humans are regularly 
interacting with the software, labeling 
information and adjusting the software 
to improve its accuracy. Unsupervised 
machine learning means letting the soft-
ware essentially continue to program 
itself, relying on far more automation. 
“Deep learning” is a subset of machine 
learning which relies on unsupervised 
learning.

“Neural networks” are a form of 
machine learning – usually deep learning 
– that attempt to mimic the functions of 

the human brain in a far less sophisticated 
way than what our brains are capable of. 
Neural networks rely on “node layers.” 
These include an “input” layer where data 
is entered, a “hidden” layer where the 
data is processed, and an  “output layer” 
where the results are produced. A neu-
ral network is “deep” if it has more than 
one hidden layer of nodes (for a total of 
at least 4 layers, including the input and 
output layers). Each node in a layer is also 
processing different information, which 
allows for much faster processing of large 
amounts of data simultaneously.1

In business settings, unsupervised 
learning is obviously preferred, because 
it can reduce overhead by requiring fewer 
humans being involved. Likewise, deep 
learning allows for more complex, rapid 
calculation, which also is attractive to 
businesses.

“Generative AI” involves AI models that 
generate outputs based on user inputs, 
usually through the use of deep learning. 
These include text generation models like 
ChatGPT or Google Bard, and image gener-
ating models like DALL-E or Midjourney. 
Unsurprisingly, the generative capabili-
ties of these AIs have grabbed the public’s 
attention and sparked much speculation 
(and marketing hype) about the potential 
for generative AI.

Some generative AIs are referred to as 
“large language models” or “LLMs.” These 
models are designed to produce text in a 
manner similar to what humans create, 
based on the prompts given to them by 
users. While the notion of “user prompts 
produce a response” may seem similar to 
the function of a search engine, LLMs are 
not search engines and should not be used 
as such. While both produce responses 
based on a query or prompt, search 
engines only produce websites that actu-
ally exist; by contrast, an LLM may “mix 
and match” elements that seem to match 
the user’s query, and produce an arrange-
ment of those elements which did not pre-
viously exist within the LLM’s data set. 
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It is the deep learning system’s ability to 
recognize and reproduce patterns, as well 
as the mountains of data upon which they 
are “trained,” that allow the LLM to do this.

Sometimes, however, a generative AI 
may create what is referred to as an “hal-
lucination.” This occurs when the AI 
“perceives patterns or objects that are 
nonexistent or imperceptible to human 
observers, creating outputs that are non-
sensical or altogether inaccurate.”2 The 
end result can be that a generative AI 
like ChatGPT could, in response to a user 
prompt, produce an answer that is both 
inaccurate and entirely fabricated. The 
legal risks of hallucinations are discussed 
in more detail below.

Much of the language which surrounds 
AI tends to obscure its nature. Terms such 
as “deep learning” or “training,” referenc-
ing “neural networks,” or describing the 
AI as having “hallucinated,” all imbue 
what are fundamentally software pro-
grams with humanity that does not exist. 
To be clear, the AI is not alive, and thus 
cannot actually “hallucinate” anything, 
much less “learn.” Artificial intelligences 
are programmed by humans and func-
tion within the parameters established by 
humans. They may malfunction in unan-
ticipated ways, but this is due to the com-
plexity of the programming, not to the 
software suddenly developing sentience. 
When interacting with a generative AI, 
the user is still only using software, not 
having a conversation with C-3PO or Data 
from Star Trek: The Next Generation. This 
fact is worth bearing in mind when con-
sidering the legal implications of AI usage 
in health care.

Current and Future AI Use in Health 
Care
The health care industry’s use of AI is still 
in the early stages, but certain aspects of 
the industry have embraced AI, and oth-
ers are looking to integrate it in the future. 
Unsurprisingly, the software industry is 
beginning to offer AI-integrated products, 

like chatbots, document summarization, 
and encounter documentation.

One area that has seen more rapid 
deployment of AI is in fields that make use 
of imaging technology and other diagnos-
tics. Between 2023 and 2024, the number 
of FDA-approved AI tools went from 500 
to 700, with the majority being devoted 
to radiology.3 In 2023, 400 out of the total 
500 AI tools were used for radiology.4 It 
is unsurprising that AI would be deployed 
in the field of radiology. Considering that 
AI functions best at recognizing patterns, 
programming an AI to recognize “nor-
mal” images, and then to flag “abnormal” 
images is an ideal use for the technology. 
Radiologists are already employing this 
technology to detect breast cancer.5

There are other areas in which AI is 
being deployed, however. For example, 
Phoenix Children’s Hospital has used 
multiple, internally-developed AIs to 
track patient nutritional status and spot 
instances of malnutrition.6 Other institu-
tions have used AI to scan patient records 
and find patients who are due for cancer 
screenings, as well as to coordinate with 
the patient’s physician about when to 
schedule the screening service.7

Over time, one should expect that AI will 
be deployed in areas that are (1) relatively 
low-risk, and (2) are highly repetitive. For 
example, while we already see the use of 
check-in kiosks in some health care set-
tings, this functionality could be expanded 
with LLM-powered chatbots designed to 
check in a patient using natural language 
prompts. This technology could also be 
integrated into patient portals where pro-
cesses like requesting a pharmacy refill 
or scheduling an appointment could be 
handled using natural language, or where 
notifications could be sent to a patient or 
their clinician.

Certain “back office” functions could 
also see AI integrated into them over 
time, especially for functions like chart 
generation and claims submission, using 
deep learning models. Software could be 
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trained to recognize physician shorthand, 
or to take certain common diagnoses and 
notes, and generate claims based on that 
information. Likewise, AI could be used 
by physicians to generate notes, so that 
a physician’s shorthand notes could be 
translated into a more standardized for-
mat. The AI could likewise alert the physi-
cian if some required element for an order 
was missing from a patient visit transcript 
or record. Artificial intelligence could also 
be utilized in compliance functions, such 
as reviewing notes and records to detect 
the presence or absence of critical infor-
mation necessary to support claims, or to 
comb through records for HIPAA compli-
ance purposes. This could be useful in 
determining access patterns for records 
by certain accounts, to see if there are 
abnormal access patterns.

For example, with respect to EHR 
records access, while IT staff may be able 
to limit account permissions so that only 
certain information is available to certain 
accounts, it may not be able to spot unau-
thorized access within existing permission 
levels. In other words, if a user account 
is permitted to look at specific patient 
account information (e.g., billing infor-
mation), there could still be unauthorized 
access of that information. While it would 
be permissible to access patient billing 
information for the purpose of sending 
the patient a bill, it would not be permissi-
ble to access such information out of mere 
curiosity, or for purposes of copying infor-
mation for improper use. An AI, operating 
constantly in the background to monitor 
user account activity, might be able to 
catch abnormal behavior much faster than 
if it is only caught through periodic audits.

The Risks of AI Use
The use of AI in a health care setting is 
not without its own sets of risks, and the 
nature and variety of risks will increase as 
AI is further integrated into the health care 
system. One risk factor comes from gener-
ative AI’s capacity for “hallucination,” as 

referenced above. In my own practice, I 
have had two separate clients attempt to 
conduct legal research by using Google 
Bard and ChatGPT to find specific infor-
mation in Medicare’s manuals. In both 
cases, the AIs hallucinated and presented 
entirely fabricated quotations with fabri-
cated citations. The language of the quota-
tions looked promising and useful; it was 
not pure gobbledygook. Indeed, it sup-
ported the clients’ positions often (i.e., 
it gave the user what the user “wanted” 
to see). Because of my own familiarity 
with certain manual sections, I was able 
to recognize that some of the citations 
were clearly bogus (e.g., pointing to chap-
ters or sections that don’t exist in a given 
manual), but others were close enough 
that I had to research whether they had, 
at one time, been legitimate manual lan-
guage. Had my clients relied on the infor-
mation provided by the AIs, they would 
have potentially gotten crosswise with 
the government. This and other similar 
risks arise when relying upon generative 
AI, especially when using it as a search 
engine.

If similar technology were deployed in 
a clinical setting, it could prove disastrous. 
Imagine a generative AI recommend-
ing a given pharmaceutical for a patient 
with a conflicting condition or drug, sim-
ply because the AI had “hallucinated.” 
Generative AI cannot, in the clinical con-
text, be a substitute for physician medical 
knowledge. Were a patient to suffer from 
the physician’s reliance upon generative 
AI, especially for clinical matters, it is 
unlikely that the physician would be able 
to shift costs to the software developer. 
Most software license agreements have 
the developer disclaiming various liabil-
ity, and often limit damages to only what 
the customer paid for the software, at the 
most.

Within the “back office” context, using 
AI could again expose clinicians to risk in 
the form of overpayments or false claims. 
If an AI designed to generate bills based 
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on the content of clinical charts malfunc-
tions and routinely upcodes for services, 
the health care entity will not be able to 
shift liability to the software developer. 
Ultimately, it is the clinic or clinician that 
is liable for any potential overpayments. 
And again, the restrictions in software 
licenses may limit the ability to recover 
damages from the developer in excess of 
the cost for the software itself.

Compliance in the AI Context
As AI becomes more and more common in 
the health care industry, compliance offi-
cers will need to adjust existing compliance 
plans to address the use of AI. This should 
include when the use of AI is permitted, 
and how it may be used. Developing these 
plans will require coordination with IT 
personnel to ensure that the compliance 
team has an effective understanding of the 
AI functions that may be used within the 
health care entity.

Of course, AI may also be a benefit to 
compliance efforts, allowing for rapid 
scanning of large amounts of information 
to find abnormalities or deviations from 
established patterns. Depending on how 
the AI has been programmed, these capa-
bilities may be useful in detecting fraud, 
improper access or use patterns for HIPAA 
compliance purposes, or other indications 
of abnormal behavior.

One key factor to emphasize in the use 
of AI is that AI should never be a substitute 
for human knowledge and verification. For 
example, in analyzing radiologic images, 
an AI might find an abnormality, and may 
even suggest that this abnormality shows 
risk signs for some sort of disease. Any cli-
nicians using the AI should independently 
verify, almost as if the AI is providing noth-
ing more than “Nighthawk” or “first read” 
services. Similarly for compliance profes-
sionals using AI to sniff out compliance 
violations, a careful assessment of an AI’s 
findings is necessary to ensure that appro-
priate steps are taken in response to what-
ever the AI discovers.

Conclusion

Artificial intelligence is unlikely to dis-
appear. To the contrary, it seems likely 
that AI will increasingly become a factor 
in our daily lives, including within the 
health care system. In light of this, hav-
ing a clear understanding of the function-
ality of AI, how it is being used, and how 
it may be used, as well as understand-
ing the risks of its use will be essential to 
compliance professionals in developing 
plans to reduce and mitigate these risks. 
Artificial intelligence may also prove 
a useful tool in the compliance setting. 
Above all, one must never rely solely on 
AI to do the job; the human factor must 
be present both in the clinical and com-
pliance applications of AI. Moreover, 
working with knowledgeable health care 
counsel may help in addressing compli-
ance risks posed by AI.
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